
HPC Introductory Course - Exercises 
 
The exercises in the following sections will guide you understand and become more familiar 
with how to use the Balena HPC service.  
 
Lines which start with $ are commands for you to type into the command line. 
 
More information about how to use Balena can be found at: 
https://wiki.bath.ac.uk/display/BalenaHPC 
 
Training slides and this exercise sheet is available at: 
https://wiki.bath.ac.uk/display/BalenaHPC/Training 
 
Please provide your feedback on this training at: 
http://balena.bath.ac.uk/feedback 
 

 

  

http://balena.bath.ac.uk/feedback
https://wiki.bath.ac.uk/display/BalenaHPC
https://wiki.bath.ac.uk/display/BalenaHPC/Training


Exercise 1 - Accessing the cluster 

Getting a console session on Balena 
Balena is a Linux based system and the Balena login nodes can be accessed via SSH 
(Secure Socket Shell) connection. Note: Balena can only be accessed from within the 
campus network.  
 
If you are familiar with SSH you can connect to Balena by SSHing to balena.bath.ac.uk: 
 
$ ssh username@balena.bath.ac.uk 

Logging in from Windows with Kitty or Putty 
If you are connecting from a windows machine, you can use either kitty or putty to manage 
the SSH connections to Balena; instructions for doing this are below.  
 

1. KiTTY is available on all campus Windows machines and can be found from the start 
menu. 

2. The below images show how to connect with KiTTY. Hostname is: 
balena.bath.ac.uk . 

 
3. If this is the first time you are connecting you will be asked to accept the ssh 

authentication key for Balena.  
4. You will be prompted for your University username and password. 



5. Once connected you will be presented with a terminal screen, similar to the image 
below. 

 
 

Tasks: 
Once connected to the Balena login nodes try running some of these commands 

● $ whoami 

● $ hostname 

● $ pwd 

● $ df -h 

● $ squeue 

● $ sinfo 

● $ cat /proc/cpuinfo 

● $ cat /proc/meminfo 

Transfer files and data to and from Balena 
To transfer files and data to and from Balena you can use the Linux commands scp , sftp 
and rsync .  
 
For Windows users we recommend using WinSCP. This utility will allow you to drag and 
drop data to and from Balena. If WinScp is not available on your system then a portable 
version can be downloaded from http://winscp.net/eng/download.php. 

http://winscp.net/eng/download.php


Exercise 2 - Storage and data movement 
Balena has two storage areas for users, the home area /home  and the parallel file system 
/beegfs/scratch . They are accessible using environment variable $HOME  and 
$SCRATCH  respectively. 

 
Try navigating to each of these storage areas and check the filesystem path corresponding 
to each. 

Home 
$ cd $HOME 

$ pwd 

 
You should see /home/[a-z]/username 

Scratch - Parallel file system 
$ cd $SCRATCH 

$ pwd 

 
You should see /beegfs/scratch/user/[a-z]/username 

Quota for your home area 
Check your home area quota using the following commands:- 
 
$ quota 

$ quota -s 

 

Checking partition size and usage information 
$ df -h 

 

 

 

  



Exercise 3 - Copying the course material 
Copy across the files required for the exercises to your BeeGFS scratch filesystem  
 
$ cd $SCRATCH 

$ cp /beegfs/scratch/group/training/balena-intro.tar.gz ./ 

 

Note: The “./ ” or “dot-slash” at the end of the line indicates the current directory. 
 

$ tar xvfz balena-intro.tar.gz 

$ cd balena-intro 

 

$ ls -l 

total 0 

drwxr-xr-x 2 sac44 balena_cc 3 Aug 24 15:13 hpl 

drwxr-xr-x 2 sac44 balena_cc 3 Aug 24 15:14 mpi_pi 

drwxr-xr-x 2 sac44 balena_cc 4 Aug 24 16:22 hello_world 

 

  



Exercise 4 - Software modules 
All software and applications are managed by modules.  
 
To note: when logging in the gcc and slurm modules are automatically loaded. Specifically 
the slurm module is needed to interact with the scheduler. 
 
Commands to try: 
 

1. Show available software modules: 
$ module avail 

 
2. Show all available openmpi modules: 

$ module avail openmpi 

 
3. Show modules loaded: 

$ module list 

 
4. Load  the default version of openmpi/intel: 

$ module load openmpi/intel 

 
5. View the loaded list of modules to confirm openmpi has been loaded, notice which 

version has been loaded. 
 

6. Unload the openmpi module: 
$ module unload openmpi/intel 

 
7. To show what changes to your environment the module will make: 

$ module show openmpi/intel 

 
Other modules commands 
 

1. Clear out all loaded modules: 
$ module purge 

 
2. Don’t forget to reload the slurm module after purging: 

$ module load slurm  

 

 

  



Exercise 5 - SLURM commands 
Balena uses the SLURM (Simple Linux Utility for Resource Management) scheduler for 
managing the flow of workloads on to the compute nodes. Further information about SLURM 
can be found at http://slurm.schedmd.com. 
 
The commonly used SLURM commands are listed below. Each command has numerous 
options available and further details can be found from the respective man pages (e.g. $ 
man squeue ). 
 

1. View the status of all jobs currently in the queue: 
$ squeue 

 
2. View the status of the cluster nodes: 

$ sinfo 

 
3. View the fairshare information 

$ sshare 

 
4. View extended information about a particular job: 

$ scontrol show job <jobid> 

 
5. View extended information about a particular node: 

$ scontrol show node <node name> 

 
Useful squeue  options 

● --user=<username> 

● --job=<jobbid> 

● --account=<account> 

● --name=<job name> 

● --partition=<partition> 

● --state=<running,pending, ...> 

 
Tasks: 

1. Find how many nodes are currently available (idle) on the cluster 
2. Find a list of running jobs in the batch partition  
3. What is the priority of the top job waiting to run (pending)? 

 
Advanced tasks: 

1. When was the job with the highest priority in the pending queue submitted? 
2. Which compute node is being used as the batch-host for the last job to start running? 

http://slurm.schedmd.com/


Exercise 6 - Running first SLURM job 

Compiling the example code 
$ cd $SCRATCH/balena-intro/hello_world 

 

$ module load intel/compiler/64 

$ module load intel/mpi/64 

 

Check with modules have been loaded 
$ module list 

 

Compile the hello_world example 
$ mpiicc -qopenmp hello_world.c -o hello_world 

 

Create the job-script 
Use the text editor of your choice: vim, nano or emacs to create text files. A example 
job-script for the hello_world program is made available to you. This job-script runs the 
program on a single node using all the threads on that node. 
 
$ nano hello_world_omp.slurm 

 

Note: [^] within nano mean CTRL key, eg. ^X (CTRL X) to Exit 

Submitting the job 
$ sbatch hello_world_omp.slurm 

Checking on the status of your job 
$ squeue --job <jobid> 

$ sacct --job <jobid> 

 

Checking the output of the job 
$ cat hello_1-<jobid>. out 
$ cat hello_1-<jobid>. err 



 

  



MPI mode execution 
Submit the MPI variant of the example job and check its output 
 
$ cd $SCRATCH/balena-intro/hello_world 

$ sbatch hello_world_mpi.slurm 

 

Hybrid mode execution 
Submit the Hybrid variant of the example job and check its output 
 
$ cd $SCRATCH/balena-intro/hello_world 

$ sbatch hello_world_hybrid.slurm 

 

 

  



Exercise 7 - Interactive jobs 
By default the interactive jobs will run on an a set of shared access compute nodes, the 
interactive test and development (ITD) nodes. These ITD nodes provide a dedicated zone to 
allow users to compile and run applications, run quick/short simulations or to run post 
process tools.  
 
Note: the ITD nodes are shared access and will suffer lower performance if other users are 
on the same node. 
 
To start an interactive use either: 

● $ sinteractive 

● $ sint 

 
To exit interactive session 

● $ exit 

 

Tasks: 
● Run the hello_world application from the previous exercise. Don’t forget to load the 

correct modules. 
● Identify which ITD node you have been allocated 

 

 

  



Exercise 8 - Job monitoring 
Monitoring tools allow you to check the CPU, Memory and Network usage for your job 
 
Submit the sample HPL job 
$ cd $SCRATCH/balena-intro/hpl 

$ sbatch sample-hpl.slurm 

 
Get the nodelist for your job 
$ squeue --job <jobid> 

 
Logon to the node 
$ ssh <nodename> 

 
While you are on the compute node, you can use the following tools to check the CPU and 
memory usage 

top (CPU, Memory) 
Top is a standard command available on linux systems. Press “q ” to exit top. 
 
$ top 

htop (CPU, Memory) 
Htop allows you to see CPU usage across all the cores on the node. Press “q ” to exit top. 
 
$ module load htop 

$ htop 

 

Network (Infiniband)  
$ watch "perfquery -C qib0 -r" 

 

To exit out of watch command 
$ CTRL+c 

 
 



Exercise 9 - Allinea Performance Reports 
Allinea Performance Reports allows you to profile your application execution non-intrusively 
with minimal overhead on performance. The report produced is very useful to understand the 
performance characteristics the application. 
 
Let’s run an example code through the Allinea performance reports 
 
$ cd $SCRATCH/balena-intro/mpi_pi 

$ cat mpi_pi.slurm 

 

$ sbatch mpi_pi.slurm 

 
Once the job is complete you should see the reports in the current directory. By default it 
produces a .txt file which is a simple text file and a .html file which can be opened with a 
browser 
 
$ ls -l 

 

$ mkdir -p $BUCSHOME/public_html/allinea 

$ cp mpi_pi_4p_YYYY-MM-DD_HH-MM.html $BUCSHOME/public_html/allinea 

 

To view the html output, in a web browser navigate to the link below and select your file.  
 

http://people.bath.ac.uk/ <username>/allinea/ 
 

An alternative way to view the output file would be to transfer the file via scp or filezilla back 
to your desktop. 
 

 

 

 

 

  

http://people.bath.ac.uk/


Exercise 10 - Visualisation 

Starting a visualisation session 
1. Open up a browser and navigate to https://balena.bath.ac.uk and log in with your 

University username and password.  
2. You will be presented with the Bright Cluster Manager userportal, from here select 

the VISUALISATION tab. 
3. The default settings should be sufficient. To launch a visualisation session click on 

the blue 'Submit Job' button.  This will submit a job to the scheduler to start a VNC 
server on the visualisation nodes.  

4. It takes a few seconds for the connection to be setup, and the browser will 
auto-refresh the page. Once ready you will see the job appear and green buttons 
underneath the VNC Session title. 

5. From here you will have two options to launch the VNC session, these are described 
in the next two sections. 

 

Launching a JavaApplet VNC session 
Using the Java Applet VNC session will launch a Java version of the VNCclient from the 
Balena servers.  This is particularly useful if you do not have a VNC client on your desktop; 
however the performance of the visualisation will be slightly lower.  
To launch the Java Applet VNC session: 

1. Click on the green 'Java Applet' button, this will open up a new browser window.  
2. You may get prompted by Java to run TightVNC Viewer, click on Run. 
3. After a couple of seconds you will have a Linux Desktop displayed in the window. 

 

Example visualisation application 
The below instructions use the VMD visualisation tools to load up example data, and will 
allow you to interact with the molecule. 

1. Launch a terminal session, either by: 
1. Clicking on the Terminal Icon on the top menu bar 
2. Right-clicking on the desktop and select 'Open in Terminal' 

2. `module list` should show that you have the esm module loaded; this is done by 
default on the visualisation nodes.  

3. Load the VMD software environment: `module load vmd` 
4. The command `vglrun` is needed before any graphical command to capture the 

OpenGL instructions and process them on the local graphics card. 
5. To run the VMD tools use the command: 

vglrun vmd /beegfs/scratch/group/training/vis/vmd-example.pdb 
 

http://balena.bath.ac.uk/

